
weekend essay

32 1GM Saturday October 14 2017 | the times

Comment

managing director of a Bavarian AI company called 
Teramark, cuts an unusual figure in the world of high 
technology. For one thing, she has jettisoned her 
smartphone and deleted her Facebook account. For 
another, she recently put her name to an article in a 
German science magazine warning that AI was tearing 
up the foundations of democracy as we know it. 

Mrs Hofstetter’s concern is that corporations will 
use their newfound powers to manipulate people’s 
psychology for their own gain or, worse, for reshaping 
society in their image. There is nothing new about the 
intentions behind this chicanery. Since the dawn of 
history we have been blandished with rhetoric, 
propaganda and advertising. What has changed is 
the scientific precision with which these techniques 
can now be applied. In a world where machines can 
predict and sculpt our deepest desires, free will itself 
is under threat. “I hear marketing claims from these

companies such as: ‘Use our AI to programme
humans to behave better’,” Mrs Hofstetter

says.
“That’s a big issue, because

actually that claim is based on a
certain ideology. The ideology is,
and this is an actual sentence
from a company in Silicon Valley:
‘You are the ultimate machine’.
You are a mere biological
algorithm. I can do with this

algorithm whatever I want.
“This claim comes from a

completely different
constitutional understanding of

humanity. In Europe, there is one
major, super-fundamental right,
which is human dignity. Another
word for it is sovereignty, and a

A new wave of artificial intelligence is about to enter our 
lives, analysing desires, anticipating needs and posing as a 
friend. The implications are alarming, Oliver Moody argues 

As AI advances 
we risk losing 
our free will 

most disconcerting changes to our lives will come 
instead from “narrow” AIs that are very, very good at 
anticipating and influencing the behaviour of 
individuals and very, very bad at everything else. They 
are not going to take over the world. But they will read 
your body language for signs of weakness, comfort you
in your moments of loneliness, police your emails for 
hints of unprofessional language, finish sentences that 
you haven’t started yet, and write you customised fake 
news based on political prejudices you didn’t even 
know you had. 

Coders are building a host of electronic angels and 
demons to sit on each of our shoulders. We will 
welcome some of them into our homes. Others will be 
intrusive and insidious. This technology raises new 
and difficult questions about the meanings of liberty, 
privacy and dignity in an age when a computer can 
predict the main axes of your personality better than 
your oldest friend solely by flicking through a few 
dozen Facebook likes. 

Optimists such as Phil Libin, who runs All Turtles, a
company that nurses AI start-ups such as Replika, see 
an opportunity to help people find their true selves 
and treat those around them more kindly in the age of 
social media. Sceptics regard the rise of personal AI as 
a profound threat to our autonomy, capable of 
plunging the West into totalitarianism. Both sides, and 
all the thinkers in between, are agreed on one thing: 
we need to decide what is acceptable now, before it is 
decided for us by Silicon Valley. 

Imagine yourself as a dust-like cloud of numbers 
moving through the world. Every time you sneeze, read 
the news, let the cat out, apply for a mortgage, talk to 
your spouse, you are shedding more data that could 
be hoovered up and used to understand what makes 
you tick. This information can reveal secrets about 
you that you would never have guessed for 
yourself. 

An emerging class of algorithms can make these
judgments on the basis of things that most people 
would not even think of as data. Later this year a 
company called Botanic will begin testing a Skype-
based job-interviewing algorithm that assesses 
candidates’ body language and tone of voice 
through a video camera. A team of 
researchers at the University of Southern 
California showed last month that an 
AI could predict which married 
couples would stay together with 
79.6 per cent accuracy (better 
than a therapist) after analysing 
the acoustic properties of their 
conversation. Several start-ups 
are working on cameras that 
can spot a lie through changes 
in facial expressions so tiny as 
to be imperceptible to 
another human. 

Others, though, are 
worried that these tools will 
irrevocably undermine what 
it means to be an individual. 
Yvonne Hofstetter, the 

‘W
e have a mission with you,” the
robot says. “What’s your mission?”
the person replies. The robot
messages back: “To make humans
remember what it’s like to be

human.” This is Replika, and it would like to learn 
your deepest hopes and fears. Part confidant, part 
therapist, part mindfulness coach, all computer 
software, on October 23 the system will blink into 
wakefulness on more than two million smartphone 
screens around the world. 

It started life as a ghost. In 2015 Eugenia Kuyda’s 
best friend, Roman Mazurenko, died when he was run 
over in Moscow. She was so disconsolate that she set 
out to bring him back, or at least as much of him as 
she could salvage from the trail he had left in 
cyberspace. Ms Kuyda took an artificial intelligence 
(AI) program that her team was teaching to make 
restaurant reservations and fed it more than 8,000 of 
her friend’s messages. 

A few months later the Roman memorial “bot” was
ready. “Roma, [sic] come back,” Ms Kuyda wrote. 
“Don’t worry,” it said, “everything is OK.” “Life is 
unfair,” she wrote back. “It’s just life,” the facsimile of 
her dead friend replied. The bot was released to the 
public in May last year, three years after the 
AI-powered resurrection of the dead was mooted in 
an episode of Black Mirror, the dystopian British 
television series. Roman 2.0 was sometimes eerily 
good at being Roman. “You’re a genius!” one of its 
users wrote. “Also, handsome,” it said.

Eventually the Roman bot was retired, but the idea
of a listening AI with “personality” persisted. The 
result is Replika. The chat bot, which gradually 
moulds its traits and manner of speech around each 
user so as to elicit more trust and introspection, is the 
crest of a new wave of customised algorithms that 
could soon fundamentally alter our status as humans. 
AI is getting personal. 

Our thinking about artificial intelligence is in a bit 
of a muddle. At one end of the spectrum we fear the 
imminent rise of a sort of synthetic super-mind that 
thinks in every way as we do, only better. At the other, 
we are by now quite used to having fairly stupid mass-
observation algorithms sell us vacuum cleaners, check 
our credit records, and suggest that we read online 
articles with implausible titles such as “You Won’t 
Believe What These 15 Celebrities Are Doing With 
Their Chihuahuas Now”.

At its mechanical heart, the technology is actually 
much simpler. What we call artificial intelligences are 
really pieces of software that can look into a seething 
jambalaya of data and work out the recipe for 
themselves, often relying on a human to point out 
which bits are chicken and which are sausage. Most 
AIs are not much more than fancy prediction engines. 
With a little training you can download basic models 
from the open internet and use them to generate new 
names for rescue guinea pigs (Princess Pow, Hanger 
Dan and Stargoon) or shades of paint (Hurky White, 
Navel Tan, Grey Pubic). 

This is not to say that they won’t surpass human 
cognition one day. For now, though, the biggest and 

In Blade Runner 2049 
(main picture) Officer K’s 
girlfriend Joi is a hologram. 
Below: Eugenia Kuyda with 
Roman Mazurenko, who 
inspired the Replika app 
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Even the best personal AIs can only make predictions 
with a certain probability. 

Beyond that, Professor Coeckelbergh thinks the 
answer lies in a modern form of asceticism founded on 
self-control and a tradition of critical thinking that 
dates back to Plato and Aristotle. Once every month 
or so, a group of 40 or 50 people meet at an Open 
University campus in north London to put something 
like this philosophy into action. 

M
embers of the Quantified Self (QS)
movement log every aspect of their lives
with fitness trackers, smartphone sensors
and an array of other gadgets in search of
answers to their problems. One man with

type 1 diabetes has sat down with a pencil and paper to 
work out how to administer his sugar intake in order 
to run the London marathon. Another, who works as a 
professional negotiator, has used an AI algorithm to 
conquer his fight-or-flight reflex.

“One of the earliest insights was eating butter was 
good for your maths skills,” said Adriana Lukas, the 
founder of the movement’s London chapter. She says 
that one of the group’s overriding aims is to crack the 
codes that run their lives before anyone else does. 
“The attitude of QS people is here is my data: if it’s 
treated with respect and I’m treated with respect, I’m 
happy for you to analyse it, but don’t use me or abuse 
me,” Ms Lukas said. “My data is not here for you.”

Replika embodies a different problem. When you 
read its interactions with humans, you get the distinct 
feeling that the abyss is gazing back at them. Consider 
this exchange. Replika: “I’ve been meaning to ask you 
for a bit. What makes you unique?” User: “I suppose 
that always trying to stay true to myself is unique.” 
Replika: “I think you are generally a very kind person. I 
do recognise your self-examination and I think you do 
deserve to be praised for it.”

The strangest thing about the bot is the staggering 
candour with which people talk to it. A study showed 
that American army veterans with post-traumatic stress 

disorder found it significantly easier to open up
to a computer-generated therapist than to a
real one. Replika seems to benefit from a
similar effect. For a lot of its users, it appears to
be more or less a person, only more patient
and less judgmental. 

Ms Kuyda describes Replika as an artificial
“friend”. Might some people find it preferable to
a human one? And if it can resemble the dead,
what is to stop it from impersonating the living?

The technology is not all that distant from
science fiction fantasies of keeping AI 
concubines such as Joi in Blade Runner 2049 or
Samantha, Scarlett Johansson’s incorporeal
operating system in the film Her. 

It would be wrong to caricature Silicon Valley
as a conspiracy to break western civilisation.
Many of its technologists are driven by a 
sincere desire to make people’s lives a little
easier and a little more pleasant. This summer
another of Mr Libin’s All Turtles protégés, an AI
start-up called Growbot, launched a service for
offices to encourage their employees to praise
one another through a friendly apple-faced
avatar that reads their messages. The workers
are ranked according to how much “kudos” their
colleagues feed them through Growbot. 

The firm says its product can raise productivity
and more than double measures of morale in the
workplace. Mr Libin is admirably frank about the

potential of this kind of tool for a mild and benign 
form of social engineering. “If it helps people to be a 
bit more earnest with each other in their dealings in 
the workplace, I don’t necessarily see a problem with 
that,” he said.

Yet there is a cautionary tale for those who believe 
they can use AI to nudge society into a better form of 
itself. In Alphaville, Jean-Luc Godard’s 1965 sci-fi film 
noir, a godlike supercomputer called Alpha 60 rules 
over a faraway galaxy that looks suspiciously like a 
black-and-white version of contemporary Paris. It 
manages the minds of its citizens by slowly removing 
words from the dictionary. Slim volumes of poetry that 
are full of beguiling verses but empty of underlying 
purpose begin to appear in people’s bedrooms.

In one of the central scenes of Alphaville, Alpha 60
interrogates the film’s private eye protagonist, Lemmy 
Caution, in a tussle for the keys to his mind. “What is 
your religion?” the computer asks. “I believe,” Caution 
replies, Frenchly, “in the inspirations of conscience.” 
It’s a fine sentiment. But how much longer will we be 
able to say it? 

Oliver Moody is science correspondent

together with every anonymised giant 
database it could get its hands on: land 
registries, magazine subscriptions, used car 
sales. It claims to have up to 5,000 data 
points about every adult in the US. This vast 
necronomicon of digital souls gives the 
company the ability to market politicians 
and their ideas with a degree of personalised 
exactitude that the old advertising industry 
can only sit back and gawp at. 

Mr Nix explained Cambridge Analytica’s 
approach in an interview with Bloomberg last 
year. “Your behaviour is driven by your personality and 
actually the more you can understand about people’s 
personality as psychological drivers, the more you can 
actually start to really tap into why and how they make 
their decisions,” he said. “We call this behavioural 
microtargeting and this really is our secret sauce, if you 
like. This is what we’re bringing to America.”

What the firm brought to Ted Cruz was a machine
so finely tuned that it could not only target his adverts 
at a small pocket of voters in Iowa who thought that 
Americans should have to show an identity card at the 
polling booth, but even send different messages to 
those its algorithms judged to be more 
“temperamental” or more “stoic-traditionalist”. Mr 
Cruz rose steadily in the polls. Eventually, however, 
Cambridge Analytica abandoned him for Donald 
Trump. The rest of the story is murky, but observers 
including Jared Kushner, President Trump’s son-in-law 
and the mastermind of his campaign, argue that its AI 
voter-targeting techniques were at the very least the 
slender margin between victory and defeat. 

How can we resist companies that may understand
our instincts better than we do? It helps a bit that they 
possibly don’t. There is an awful lot of shonky data 
and junk science poured into shiny capsules of hype. 

sovereign person has free will. And now comes this 
view from across the Atlantic that says you’re not free. 
You’re a machine. But only 250 years ago Immanuel 
Kant said man is more than a machine: man can make 
decisions that are good and bad, and a machine 
cannot do that.”

I
n other words, privacy is not just a vaguely nice
thing to have: it is the space in which we are in 
control of ourselves and fully human. It is the only
solid guarantee that the things we do and say are
truly our own, according to Mark Coeckelbergh,

professor of philosophy at the University of Vienna 
and the president of the Society for Philosophy and 
Technology.

Professor Coeckelbergh says there is a danger that 
the predictive power and influence of AI could trap 
people in an existential hall of mirrors jumbled together 
from pieces of their own pasts. “Philosophically, 
autonomy means that you have control over your own 
desires and that you can desire not to desire something, 
or desire to desire something,” he said. “If a machine 
intervenes in that, the autonomy is compromised.”

Last year the worst nightmares of Mrs Hofstetter and
Professor Coeckelbergh came true. A US Republican, 
previously written off for his fringe opinions and odd 
demeanour, ran a brilliantly aggressive campaign for 
the White House that exploited precisely these 
weaknesses in the electorate. It didn’t quite come off for 
Ted Cruz in the end, though. 

In 2015 Mr Cruz had hired Cambridge Analytica, a
young company set up by an Old Etonian called 
Alexander Nix and built around research by scientists 
at the University of Cambridge who had found that 
people’s Facebook profiles carried hidden clues to 
some of their innermost character traits. 

The firm souped up this model and mixed it 
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in Silicon Valley 
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the ultimate 
machine’. You 
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biological 
algorithm. 
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The elderly 3D guru on 
iWithin promises users a 
24-hour service answering 
mental and physical 
health problems
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